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Outline of this talk

I Background - Correlation Clustering
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I Algorithm Details
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Correlation Clustering

Correlation clustering is to partition a set of objects into clusters such
that similar objects are grouped together and dissimilar objects are
separated.

Some properties

I Objects have a pairwise similarity measure denoting whether they
are similar or not

I There is no need to specify number of clusters or their size

I N. Bansal, A. Blum, and S. Chawla, Correlation clustering, Machine Learning, vol. 56, no. 1-3, pp. 89113, 2004.

I E. D. Demaine, D. Emanuel, A. Fiat, and N. Immorlica, Correlation clustering in general weighted graphs,
Theoretical Computer Science, vol. 361, no. 2, pp. 172187, 2006.

I M. Charikar, V. Guruswami, and A. Wirth, Clustering with qualitative information, in Proceedings of the 44th IEEE
Symposium on Foundations of Computer Science, 2003, pp. 524533.
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Correlation Clustering Problem Setting

Input:
I A set of objects and how they relate to each other ı.e. a graph

where objects are vertices and edges connect them with a (+) or
(-) label.

I (+) label denotes objects that are similar
I (-) label denotes objects that are dissimilar

I An objective function that measures the quality of the clustering
ı.e. sum of false positives and negatives. (Alternative objective
functions are also in use.)

Typically, the goal is to obtain a clustering that optimizes the desired
objective function ı.e. minimizes total number of false positives and
negatives
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Correlation Clustering - Example
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Interactive Correlation Clustering

In this work:-

I We extend correlation clustering by introducing user interaction so
that a user is allowed to control the quality of clustering.

I How?
I by specifying bounds on the number of false positives, µfp and

negatives, µfn.
I a user may also put restrictions on some edges, e.g., do not delete

or relabel an edge.
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User Interaction: Specifying bounds

We call a clustering as valid when the number of false positives and
negatives does not exceed the user specified error bounds. Clearly a
valid clustering does not always exist.

When no valid clustering exists, a set of edges, ∆E , is returned for user
inspection. We want

I this set of edges to have minimal size

I moreover, deletion or relabeling of such edges should guarantee the
existence of a clustering consistent with the error bounds (i.e., a
valid clustering).
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User Interaction: Specifying bounds example
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User Interaction: Reject deletion/relabelling
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What if user preferences are too restrictive?
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∆E does not exist hence, a user has to minimally change the error
bounds and the interactive process continues.
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Our main contribution

In the previous example, we have highlighted the challenges that
interactivity brings to Correlation Clustering.

We mainly focus on the algorithmic challenges involved in returning a
minimal set of edges to the user.



12/22

Interactive correlation clustering: Formal Definition

Then Interactive Correlation Clustering is formally defined
as follows:-

INPUT: G = (V ,E ), bounds µfp, µfn.

OUTPUT: Return a minimal set of edges ∆E such that
after deleting ∆E from G , the updated graph
(G = (V ,E \ ∆E )) has a valid correlation clus-
tering relative to µfp and µfn.
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Computation Complexity

Not surprisingly, Interactive Correlation Clustering is
computationally infeasible (NP-complete) for both weighted and
unweighted graphs (proof details in the paper)

In view of this, we propose a polynomial time approximation algorithm.

Given that ∆Eopt is the optimal solution, the goal is to derive an
approximation factor α such that our algorithm outputs ∆E whose size
is bounded by α|∆Eopt |.
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Approximation Algorithm: Overview

We use the following strategy

1. Initially, we transform an instance of Interactive
Correlation Clustering into a variant of the Multicut
problem known as Bounded Multicut

2. A region growing-based approximation algorithm is used to solve
the Bounded Multicut problem

3. In the end we get a O
(
log |E−|

)
-approximation algorithm for the

Interactive Correlation Clustering problem

The algorithm runs in PTIME
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Correlation Clustering and Multicut problem

From previous work, we know Correlation Clustering and Multicut
problem are related ı.e. a solution to a given instance of Correlation
Clustering gives a solution to the Multicut problem and viceversa

In more detail, a Multicut problem is defined as follows

INPUT: G = (V ,E = E+ ∪ E−), edge-weighted; a set
S = {(si , ti ) | i ∈ [1, k]} of source-sink pairs.

OUTPUT: Return a set T of minimal weight (i.e., a multicut)
such that the removal of the edges in T from G
disconnects all pairs in S .
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Interactive Correlation Clustering and Bounded
Multicut

Similarly, Interactive Correlation Clustering can be related to the
Bounded Multicut problem.

The Bounded Multicut problem is defined as follows:-

INPUT: A graph G = (V ,E ) with E = E+ ∪ E−, weighted,
bounds µfp and µfn and a collection S of pairs of dis-
tinct vertices (si , ti ) of G .

OUTPUT: Return a set of edges ∆E of minimal weight such that
removing these edges from G there is a multicut T in the
updated graph (G = (V ,E \ ∆E )) such that the number
of false positives and negatives in T do not exceed the
corresponding bounds above.

The Bounded Multicut problem is formulated as an Integer
program.
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Transformation: Interactive Correlation Clustering and
Bounded Multicut
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Region Growing Algorithm: Overview

1. Solve the LP for Bounded Multicut to obtain fractional edges
distances;

2. (Assuming all pairs are connected), pick a source node and start
growing the region until its volume reaches some threshold;

3. All edges incident to the current region are added to the cut, T ;

4. All nodes and edges in the current region including cut edges are
removed from the graph;

5. Proceed until all pairs are disconnected;

6. Finally, remove edges from T and put these into ∆E until number
of false positives and negatives in T match the bounds;

This algorithm guarantees that we obtain a ∆E such that

|∆E | 6 4 ln(k + 1)(|∆Eopt | + (µfp + µfn))

where |∆Eopt| is the size of the optimal solution and k is the
number of source-sink pairs corresponding to |E−|
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Experimental Evaluation
Datasets: We generated synthetic graph data and for real data we used
the epinions social network dataset

Quality of approximation: In this case we compared the sizes of ∆E
from the optimal, approximated and the theoretical bound. Error
bounds were fixed.
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We note that we obtain a pessimistic upper bound and our
approximation solution is actually close to the optimal.
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Experimental Evaluation
Quality of approximation: Table below depicts the ratios of |∆E |/|E | .
Bounds varied between 0 and 10

No. Vertices |V | No. Edges |E | |∆E |/|E |
250 634 0.23

270 1250 0.13

290 2094 0.07

300 2566 0.06

310 3119 0.06

330 4389 0.04

450 5739 0.05

Ratio of |∆E | vs |E |. synthetic data

For the real dataset, the ratios were very small. For instance for graphs
sizes ranging from 1647 to 7808 in number of vertices and 1000 to 5500
in number of edges, we obtained an average ∆E of size 6.
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Experimental Evaluation
Scalability

No. Vertices
|V |

No. All
Edges |E |

LP Runtime
(s)

Region
growing
runtime (s)

250 634 15.56 0.57

270 1250 89.93 0.45

290 2094 189.69 0.89

300 2566 172.18 0.99

310 3119 153.32 1.04

330 4389 196.48 1.51

450 5739 1269.41 2.28

LP and Region growing run times

As expected, solving the LP takes much of the time as the region
growing really runs so fast.
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Conclusion

I We have formulated an interactive correlation clustering framework
and provided an approximation algorithm for its one of the building
blocks

I The algorithm is experimentally validated and showed that in
practice we get solutions closer to the optimal

I For future work, we would like to investigate other techniques to
develop an alternative algorithm and also build a prototype system
that supports the interactive features

I Furthermore a more extensive qualitative analysis of the algorithms
will be carried out.


