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Abstract—Exploring large graph structures is an important
topic in the data mining and data visualization areas. This
demo presents a novel technique for visualizing neighborhood
and cluster relationships in graphs. Our technique works by
projecting the original object distances on two dimensions
while carefully retaining the ‘backbone’ of important distances.
Cluster information is also overlayed on the same projected
space. A significant advantage of our approach is that it can
accommodate both metric and non-metric distance functions.
We apply our methodology for providing recommendations
of similar movies using the IMDB movie database as the
underlying graph structure. The demo showcases the real-
time ability of our methodology to convey meaningful movie
recommendations, ability to view related movie trailers and
capability for interactive filtering and manipulation of the
movie graph.

A video demonstration of our method can be found at:
http://graph.bunchwars.com

I. I NTRODUCTION

Data visualization is an inherent task in data analysis and
data mining, because it “forces us to see” (in the words of
John Tukey) hidden or obvious properties and relationships
of the examined data. The abundance of highly dimensional
and complex data intensifies the need for advanced visu-
alization techniques that are able to translate the original
object relationships into a form easily comprehensible by
the human brain, i.e. translated onto two (2) or three (3)
dimensions.

Many data visualization techniques and tools have been
presented in the recent years. Dimensionality reduction
methodologies attempt to preserve all pairwise distances
between objects (e.g., Multidimensional Scaling, ISOMAP
[3], LLE). However, in that process they end up preserv-
ing approximately all of the distances, but none exactly.
Aggregation tools, like for example hierarchical clustering,
typically used in biological and social sciences, show the
clusters formed by the objects, but fail to visualize how the
singular objects are related to each other, since the grouping
operation destroys any notion of single object.

Our technique draws on the strengths of the previous tech-
niques and augments them. The proposed method provides
a way of capturing both object relationships and cluster
information. The methodology retains very accurately a
subset of important distances. It preserves the distances to
a selected pivot object and also the Minimum Spanning
tree distances. This helps preserve thelocal structure of

the underlying distance graph and also partially the global
structure.

A unique characteristic of our approach is that it fuses
2D mapping techniques with dendrograms for resolving the
cluster structure at different granularities. The dendrogram
is overlayed (either literally or metaphorically) on the 3rd
dimension (i.e. extruding from the 2D page plane) for
determining the cluster information. The user can visualize
the cluster information at various granularities by projecting
the cluster information on the previous two-dimensional
mapping. The user can interactively select the cluster reso-
lution, starting from small, low-level clusters and gradually
advancing to higher-level cluster structures.

We apply our visualization technique for building amovie
recommendation engineusing the IMDB movie database
as the underlying graph structure. The system allows the user
to enter any movie and retrieves back a set of similar movies
which are portrayed and clustered on two-dimensions. The
provided solution allows for exploratory visualization ofthe
movie graph space, while incorporating additional multime-
dia capabilities such as viewing the trailers of the selected
movies, which are retrieved through YouTube. Additionally,
basic filtering and selection functionalities are also incorpo-
rated into our system.

II. D ESCRIPTION OF OURAPPROACH

The proposed method combines the visual simplicity and
comprehensibility of a spanning tree (ST) with a grouping
properties of hierarchical clustering approaches (dendro-
grams). Given pairwise distance describing the relationship
of high-dimensional objects, the objective is to preserve a
subset of important distances as well as possible on 2D,
while at the same time conveying the cluster information.

Our approach works as follows. First, we construct a
spanning tree layout on the 2D plane, in such a way so
that all the distances to a user-selected pivot point and the
neighborhood distances on the ST are exactly preserved.
This construction carefully considers how to best portray
the original object relationships for either metric or non-
metric distance functions. Secondly, the dendrogram cluster
hierarchy is constructed so that it can be positioned exactly
on top of the ST mapping of objects. The cluster hierarchy
can be frozen at any resolution level (tomographic view) in
order to convey the multi-granular clusters that are formed.
This concept is elucidated in Fig.1; objects are properly



mapped on the 2D plane and on the third dimension is
portrayed the hierarchy of the clustering structure. Naturally,
this is solely a conceptual illustration of our approach.
In practice, cluster information is also projected on two
dimensions, e.g. by properly coloring the nodes belonging
to the same cluster. Therefore, by ‘cutting’ the derived
dendrogram on a user-defined level, clusters on 2D can be
formed, expanded and contracted appropriately, as the user
drills-up or -down on the cluster hierarchy.
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Figure 1. Conceptual illustration of our approach. The Spanning tree
structure is preserved and projected on a 2D plane, while cluster
structure is overlayed on the third dimension. ‘Cutting’ the dendrogram
at a certain level, projects the cluster structure on 2D.

A. Neighborhood Preservation

We will explain first how to capture on two dimensions the
relationship between a set of high-dimensional objects. Since
not all pairwise distances can be retained on 2-dimensions
we choose to maintain as well as possible the spanning tree
distances which capture partially the local relationshipsand
also record information about the general global structure
[2].

The approach begins by constructing the Spanning-Tree
on the original high-dimensional objects. One object is
selected as the pivot and mapped in the center of the
2D plane coordinate system. By traversing the spanning
tree, objects are positioned on the 2D by triangulating the
distances to two objects: the pivot object, and the previously
neighboring mapped point on the spanning tree. We illustrate
this with a running example.
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Figure 2. 2-dimensional mapping of objects/points using a ST order

Suppose the first two points (A and B) of the ST are
already mapped, as shown in Fig. 2 (a). Let’s assume that
the second distance preserved per object is the distance with
respect to a reference point which in our case is the first
point. The third point is mapped at the intersection of circles
centered at the reference points. The circles are centered at

A and B with radii ofd(A,C) - the distance between points
A and C- and d(B,C), respectively. Due to the triangle
inequality, the circles either intersect at 2 positions or are
tangent. Any position on the circles’ intersection will retain
the original distances towards the two reference points. The
position of pointC is shown in Fig. 2 (a). The fourth point
is mapped at the intersection of circles centered atA andC

(Fig. 2 (b)) and the fifth point is mapped similarly (Fig. 2
(c)). The process continues until all the points of the ST are
positioned on the 2D plane and the final result is shown in
Fig. 2 (d).

The presented mapping technique will retainexactly the
distances between all points and the pivot sequence, and also
between the nodes that lie of the edges of the spanning tree.
This creates a powerful visualization technique that not only
allows for preservation of Nearest Neighbors distances (local
structure), but additionally retains distances with respect to
a single reference point, giving the option for global data
view using that object as a pivot.

B. Layout optimization using simulated annealing

In an effort to achieve the maximum visual clarity, it
is advantageous to minimize the number of intersecting
graph edges, so that connections between nodes can be
more lucidly portrayed. Recall, that when triangulating the
position of a third point toward the pivot and its neighbor
we identify the intersection between two circles. One can
readily notice this in Figure 3; there are two positions where
a newly mapped point can be placed. The position of a point
can affect the number of subsequent edge intersections.
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Figure 3. Selecting which of the two positions to map a new point

We employ a probabilistic global optimization technique
based onsimulated annealing (SA) principles [1], that in-
telligently selects which of the two mapping positions to
follow. SA in an effective optimization method when the
search space is discrete, which is exactly the situation that
we are facing.
Table I. The layout algorithm supported by simulated annealing (SA)
significantly reduces the number of edge crossings on the two-
dimensional object layout

Without SA With SA
Avg. Number of edge intersections 6.75 0.25
Avg. Number of iterations 0 11.25

Our experiments on the IMDB movie graph database
indicate that the simulated annealing process results in
significantly lower number of intersected edges on the 2D
projected space as given in the Table I. In this experiment we



map the adjacency graph of 100 different movies as pivots
and create the node placement on two dimensions when
searching fork = 20 Nearest Neighbors, with and without
the simulated annealing layout placement. The table reports
the average number of edge intersections. The SA algorithm
significantly reduces the number of intersected edges, which
results in a less cluttered visual display. Naturally, the
SA algorithm also brings about additional computational
expenses, due to the increased number of iterations that it
introduces.

C. Triangulation on Non-metric Distances

The previous section presumed that the underlying dis-
tance measure obeys the triangle inequality, and thereforethe
circles around the reference points are guaranteed to inter-
sect. However many widely utilized distance functions (e.g.,
dynamic time warping, longest common subsequence, earth-
mover’s-distance) violate the triangle inequality and thus the
corresponding reference circles may not necessarily inter-
sect. We highlight necessary extensions that allow proper
usage of our methodology under non-metric distances. We
can identify two cases when triangulating non-intersecting
circles: i) Case 1: One circle encloses the other. ii)Case
2: The two circles are disjoint and not enclosed within one
another.
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Figure 4. Circles enclosed within one another

For each of these cases we need to identify the position
where to place an object with respect to the two circles,
so that the object is mapped as close as possible to the
circumference of both circles. We need to identify the
locus of points that minimize the sum of distances to the
perimeters of two circles. One can show that the desired
locus always lies on the line connecting the centers of the
two circles. Case 1 is shown in Figure 4, and we can identify
two sub-cases.

• When the two circles have disjoint centers, then the
point that minimizes the sum of distances to both
perimeters, is point C on Fig. 4 (a), located on the
line L connecting the two centers and midway on the
line segment with vertices the intersection of L with
the circles’ perimeters.

• When the two circles have common centers, then there
exist infinite number of points that satisfy the distance
minimization property as shown in Fig. 4 (b).

Case 2 is resolved in a similar way and is shown in
Fig. 5. With the addition of the above rules, we can now

discover the mapping positions of the objects on the two-
dimensional plane, so that non-metric distance functions can
also be captured using the presented mapping methodology.
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Figure 5. Circles that are disjoint

D. Cluster Preservation

Now we turn our attention to capturing the cluster in-
formation on 2D. Recall that the input for the algorithm
is a matrix of pairwise distances. Based on the given
pairwise distances one can build a hierarchical dendrogram.
The dendrogram construction is based on a single linkage
approach that mergesclosest singleton objects and clusters.
The process iterates as follows: a) The two closest items ob-
jects are merged together into one cluster and these merged
objects are deleted. b) The distances of the remaining objects
to the newly formed cluster are recomputed. The distance is
selected to be theminimum distance of an object to any
of the cluster objects. This step is important because it
allows us to exactly overlay the resulting dendrogram. c) The
process is repeated until only one cluster object remains.
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Figure 6. Cluster information conveyed by variable thresholds on a
hierarchical cluster dendrogram information. By ’cutting’ at different
parts of the dendrogram we can ‘zoom-in’ and ‘zoom-out’ in the cluster
structure.

The hierarchical cluster construction that we adapt updates
distances in such a way so that minimum distances between
objects are favored in the merging process. One can show
that the the merging order of the minimum spanning tree
algorithm is the same as the merging order of the single
linkage hierarchical clustering approach.

What the above essentially tells us is that we can achieve
a perfect overlay of the constructed hierarchy on top of the
MST-mapped points, since the clustering order is the same
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Figure 7. Using the proposed mapping on the IMDB movie graph. Left: Pivot movie is ’Titanic’. Right: ‘Star Wars’ selected as pivot

as the order crystallized in the spanning-tree mapping. This
fact can be also seen in Figure 1 where the single linkage
dendrogram is positioned exactly on top of the spanning-tree
mapping.

The above observation combined with the hierarchical
cluster information, provides the user with the ability to have
multi-granular cluster view on 2D, by interactively setting
variable threshold levels on the resulting dendrogram, allow-
ing for a ‘tomographic view’ of the clusters with formation
of variable size clusters. This concept is illustrated in Figure
6. By cutting the dendrogram at a lower threshold, 6 clusters
are created on the left. Imposing a higher threshold, clusters
are progressively merged as shown on the right side. In our
prototype implementation we convey cluster information by
coloring the node perimeters and the connected edges.

III. A PPLICATION ON THE IMDB M OVIE DATABASE

Utilizing the proposed methodology we have built a movie
recommendation engine, that visualizes a graph of related
movies, based on the selected pivot movie.
Dataset: We have crawled a large portion of the IMDB
movie database site and retrieved information for more than
200,000 movies. Attributes of the movies include features
such as: title, year, genre, director, plot, language, the cast,
to name a few. To evaluate the similarity between movies
we take into consideration textual features that are relevant
to the cast and also to the plot of the movie. The distance
function that we consider is a variation of the Jaccard coef-
ficient, which is a metric distance function. Other functions
can be directly accommodated.
Functionalities: The graphical interface that we have built
allows the user to search for a movie and subsequently
constructs the proposed visualization graph using the se-
lected movie as pivot. The user can then easily spot rel-
evant movies, identify movie clusters, retrieve extended
information about the movies, or watch the movie trailer
which is piped through YouTube. Below we provide specific

examples of the our mapping, highlighting its ability to be
used as an effective and interactive movie recommendation
system. Movies are illustrated by their DVD cover, while
clusters are conveyed using diverse border and edge colors.
Examples: Selecting ‘The Titanic’as the pivot movie pro-
duces the 2D mapping shown on the left-hand side of Figure
7. The user can navigate through the graph and identify
similar movies. Clustered with Titanic are the movies:
‘Titanic (1953)’, ‘Poseidon’ and ‘Shakespeare in Love’.
Another displayed cluster shown in light green includes
movies like: ‘The Notebook’, ‘Atonement’, ‘Purple Rain’;
all romantic drama movies. Similarly, selecting ‘Star Wars’
as the pivot movie, correctly packs closely the remaining
Star Wars movies (Figure 7, right-hand side). An adjacent
cluster includes parodies of Star Wars, like ‘Spaceballs’ or
’Thumb Wars’. Other related movies include adventure films
like the ‘Lord of the Rings’ trilogy, or sci-fi action thrillers
like ‘Aliens’ and ‘Star Trek’.

IV. CONCLUSION

This demo illustrates new visualization paradigms for
data graphs by combining both neighborhood and cluster
preservation. A probabilistic simulated annealing placement
algorithm achieves an intelligent node placement, while
minimizing the number of intersected edges in the graph
structure. Our technique providesmulti-granular cluster
visualization, and is agnostic on the distance function.
We have applied our visualization approach on the IMDB
movie database graph and we offer a personalized movie
recommendation engine that showcases the above principles.
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