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Abstract. The paper introduces design and algorithms behind an in-
formation retrieval system developed to support scientists in finding spe-
cific scientific literature. The main goal of the system is to assist scien-
tists in situations where their ability to express their information needs
is difficult or their knowledge of a given research area is limited. The
system provides an interface which allows the user to explore a given
database of scientific articles through giving feedback on keywords associ-
ated with the displayed articles. We incorporate a number of exploration-
exploitation strategies into the system in order to support the users’ ex-
ploratory search behavior. Initial user study indicates that the system
makes users’ perception of the article space and finding relevant articles
easier.
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1 Introduction

The amount of new scientific literature is estimated to be millions of publications
worldwide per year; the growth rate of PubMed alone is now 1.8 papers per
minute3, and Google Scholar indexes 2.93 million papers for the year 20114.

The main enablers of access to scientific information are information retrieval
engines developed specifically for the scientific literature. These engines are often
built using traditional information retrieval methods that rely on keyword search.
Information needs of searchers, however, are often exploratory [7]. Researchers
are often uncertain of the goal of their query, unfamiliar with the topic they are
researching, rely on vague topical conception of the information they need, and
often need to learn more about a given topic in order to better formulate their
search query.

While the state-of-the-art re-ranking approaches of information retrieval pro-
vide effective performance on average, the exploratory nature of the search is

3 http://www.ncbi.nlm.nih.gov/pubmed/
4 http://scholar.google.fi/
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weakly supported and the users are provided with a narrow set of documents.
This is manifested as two major problems that the current scientific information
retrieval engines suffer from:

1. Query drift – the users change their focus of search during a search session.
As the user learns more about a given topic during a search session, she may
wish to dynamically alter her original query as the search session progresses.
The search engine should actively support the user to achieve this aim.

2. Diversity of the search results is required to support the navigational infor-
mation access. Most existing approaches to diversity try to ensure a diverse
set of results in the top-s ranked documents but lack support for exploratory
search.

Therefore, we need a system that allows us to address the above-mentioned
shortcomings. We are in the process of developing a new information access
method which couples advanced machine learning techniques with information
visualization and interaction to boost exploratory search. The users actively
engage in an exploratory search loop where they manipulate article features
and ranking using exploration-exploitation paradigm. We expect the search to
become significantly faster and add user flexibility by allowing the exploration
and query manipulation.

The paper is structured as follows. In the next section, we provide a short
overview of related literature. Section 3 provides a general overview of the system
including the visual search interface and use examples. In sections 4, 5 and 6 we
concentrate on the main components of the system back-end: article retrieval,
keyword exploration and article exploration. Finally, we conclude in section 7
discussing the main results, limitations of the system and directions for future
work.

2 Related Work

The importance of exploratory search has of significant interests in the infor-
mation retrieval community as well as in the human computer interaction com-
munity. Marchionini [8] discusses in details modern information needs and the
growing importance of the exploratory search for tasks of learning and investi-
gating. From the algorithmic perspective, the exploratory search problem has
been approached from many angles. For instance, Radlinski et al. [11] and Yue
et al. [14] tried to solve the learning to rank problem using Bandits algorithms.
Radlinski et al. [11] were the first to introduce a setting where the system learns
the user preferences in on line manner without labeled dataset, while taking into
account similarities between documents and feedback from the users. Dueling
Bandits Algorithm introduced in [14] is designed for settings where the feedback
is given in ordinal form. Exploration/exploitation techniques are often used in
task involving information retrieval or recommender systems, such as filtering
[3], recommendation [16] and ads placing [10]. However, most of the literature
on exploratory search systems is in the field of Human-Computer Interactions
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and concentrates on the design of graphical user interfaces [9]. Similarly, the
majority of the existing exploratory systems concentrate on data visualisation
and facilitating user manipulations during the search procedure [5], [1], [13].

3 System overview

The primary goal of the system is to assist scientists in finding and exploring
the relevant literature on a given research topic quickly and effectively. A tool
for manipulation of article features on the concept space does not only make
the search faster, but also helps the user to control the degree of the query drift
and by that define the desired level of diversity in the interactive search pro-
cess. The system currently indexes over 50 million resources from the following
data sources: the Web of Science prepared by THOMSON REUTERS, Inc., the
Digital Library of the Association of Computing Machinery (ACM), the Digital
Library of Institute of Electrical and Electronics Engineers (IEEE), and the Dig-
ital Library of Springer. In general, the algorithms and the interface described in
this paper can be adapted for other databases and does not need to be limited
only to scientific literature search.

The main idea behind the interactive interface is that instead of typing
queries at each iteration, the user navigates through the contents by manipulat-
ing the keywords on the display, which can result in new keywords appearing on
the screen as well as a new set of documents being presented to the user. The
visual search interface and an example search session are presented in Figures
1-3.

The search starts with the user typing in a query, which results in a set of
terms being displayed in the circle on the left hand-side of the screen and a set
of articles being displayed on the right hand-side of the screen. The displayed
articles contain the title, author(s), data of publication, abstract and keywords
associated with them. One of the current limitations of the system is that it
does not include citation scores for the articles, which makes its usage more
complicated for users without a prior knowledge of the field as they cannot
judge how significant each article is. The user can access the full contents of
a paper by clicking on it. The user can manipulate the keywords on the left
hand-side to indicate how relevant they are to her search: the closer to the circle
center a given keyword is moved, the more relevant it is to the user. The user can
manipulate as many keywords as she likes. The user can also drag keywords from
underneath the displayed articles to the circle to indicate that these keywords
are highly relevant. After the initial keyword manipulation, new keywords and
new articles are displayed. The search continues until the user is satisfied with
the results.

The data flow described above from the system perspective is illustrated in
Figure 4. Three main blocks in the system tackle initial retrieval and ranking,
explorations in keywords and articles spaces.
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Fig. 1. First iteration: the user is broadly interested in reinforcement learning; having
got an initial set of documents and keywords, she moves the keywords reinforcement
learning and action to the center of the circle.

Fig. 2. Second iteration: a new set of keywords is presented and the articles are re-
ranked; the user selects the following keywords: robotics, learning agent and environ-
ment, and removes the following terms: generalization, markov decision process and
q-learning

Fig. 3. Third iteration: the final set of keywords and articles are predicted by the
system after user’s manipulations. The user reached her aim - she explored the domain
and found articles about reinforcement learning methods combined with applications
to robotics.
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Fig. 4. Overview of data flow in the exploratory search system

4 Initial Document Retrieval

First, we employ a language modeling approach of information retrieval to esti-
mate the initial result set. The language model ranking is chosen to be simple
as we need a fast approach for initial ranking which is explored further relying
on user feedback.

As we are dealing with a large number of documents, the initial retrieval is
performed by utilizing a probabilistic language model. The language model is
a unigram model with a Bayesian Dirichlet smoothing [15]. We rank the top-s
documents based on the probability that they generate the query. The top-s
documents are then used in the exploration-exploitation phase. The value of s
can be any number between a few hundred and a few million, in the current
version of the system it is set to be 300.

This allows us a fast ranking method that takes into account the user’s query,
but ensures that the initially retrieved document set consists of a variety of
results. In this way, we can reduce the number of documents that our exploration-
exploitation algorithms have to deal with throughout a given search session. The
keywords prior vector language model is predicted by LinRel algorithm that will
be discussed further together with keyword exploration in section 4.

4.1 User Feedback

The novelty of the system is in user giving the feedback on the currently dis-
played properties (keywords) of the documents that is further translated into
effective information retrieval using reinforcement learning methods for explor-
ing documents and features spaces. We assume that the user is looking for a set
of keywords related to the interest. The system is informed about the relevance
of displayed keywords by the relevance scores. The user gives feedback to the
system by moving a keyword closer to or further from the center of the circle,
whereby keywords in the center are given value 1 with the value getting smaller
the further away from the center a keyword is moved. Keywords placed on the
edge of the circle or beyond are assigned value 0. Thus, the feedback of the user
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is given by a relevance score r ∈ [0, 1], where 1 indicates that the keyword is
of high interest to the user and 0 indicates to being of no interest at all. Key-
words with feedback 0 are excluded from appearing again on the screen for the
remainder of a given search session. The formal protocol for this model is the
following:

– In each iteration, the system selects n keywords and presents them to the
user.

– The user provides relevance scores ri ∈ [0, 1], i = 1, . . . , n for the displayed
keywords.

We assume that the relevance score zk of a keyword xk is a random variable
with expected value E[zk] = xk · w,w ∈ Rd, such that the expected relevance
score is a linear function of the keywords features. The unknown weight vector w
is essentially the representation of the user’s query and determines the relevance
of keywords.

5 Keyword Exploration

As mentioned earlier, the primary goal of the system is to support query drift
and diversity of displayed results. We use two exploration-exploitation strategies
in our system: one strategy for keywords exploration and a separate strategy
for document exploration. Exploration in the keywords space not only reflects
the query drift but also helps in finding a set of useful keywords and gives an
alternative way for giving a feedback through interactive interface.

5.1 Keyword Representation

In order to preserve the dependency between the keywords and the articles, we
use a very simple keyword representation. Each keyword k is represented as a
binary vector of length | D | indicating its presence or absence in an article,
where D is the whole set of documents, | D | is the number of documents and
d is an individual document. Next, we calculate the tf-idf measure [6] for every
keyword. The tf-idf representation of every keyword in terms of documents is:

tf -idf(k, d) = tf(d) · idf(k)

where idf is the inverse document frequency for a given keyword and tf(d) is
keyword frequency in particular document d. As a keyword can only appear at
most once in every article, the keyword frequency tf(d) for keywords that are
present in a document is calculated as:

tf(d) =
1

| k ∈ K : k ∈ d |

where | k ∈ K : k ∈ d | is a number of keywords in article d.
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Inverse document frequency is calculated as:

idf(k) = log
| D |

| d ∈ D : k ∈ d |

where | d ∈ D : k ∈ d | is the number of documents where keyword k is present.
Inverse document frequency is a measure of prevalence of the keyword in the
whole set of documents. The more common the keyword is, the smaller this
measure is. For example, general concepts would get smaller weight than names
of specific algorithms. By combining these two measures we assign higher values
to keywords that are less frequent in the database.

5.2 Exploration Algorithm

In order to help the user to explore the keyword space, we use the LinRel algo-
rithm [2]. At each iteration, LinRel suggest new keywords to be presented based
on the feedback from the user obtained in previous iterations. In each itera-
tion, the LinRel algorithm obtains an estimate ŵ by solving a linear regression
problem. Suppose we have matrix X, where each row xi is a feature vector of
keywords presented so far. Let r = (r1, r2...rp)> be the column vector of rele-
vance scores received so far from the user, where p is a number of iterations.
Thus, LinRel tries to estimate ŵ by solving the linear regression problem:

r = X · w .

Based on the estimated weight vector ŵ, LinRel calculates an estimated relevance
score r̂i = xi · ŵ for each keyword i that has not already been presented to the
user. As mentioned earlier, in order to deal with the exploration-exploitation
trade-off, we choose keywords to present not with the highest score, but with the
largest upper confidence bound for the relevance score. If σi is an upper bound
on standard deviation of relevance estimate r̂i, the upper confidence bound of
keyword i is calculated as:

ri + γσi ,

where γ > 0 is a constant used to adjust the confidence level of the upper
confidence bound.

In regularized version of the algorithm we add regularization factor λ and
the relevance score mi of keyword xi is calculated as:

mi = xi · (X> ·X + λI)−1X> .

and the keywords that maximize

mi · r +
α

2
‖mi‖

are selected for presentation.
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6 Document Exploration

The diversity of the displayed documents is ensured by employing another exploration-
exploitation strategy. Thus, the aim of the system is not only to display articles
with high relevance scores but also to show articles which might be potentially
of interest to the user. In the current version of search, there is a clear connec-
tion between the documents and the displayed keywords as all the documents
displayed on the right hand-side of the screen are always accompanied by the
keywords associated with them. Also, the user expectation is that they will be
shown documents containing the keywords to which they gave positive feedback.
Thus, we assume that by indicating the relevance of a given keyword, the user
implicitly indicates the relevance of all the documents containing that particular
keyword. However, if at each iteration we only display documents containing the
keywords that the user manipulated at the last iteration, then we risk losing
the search context that we have learnt so far from previous key manipulations
in a given session. This issue becomes obvious if we consider a situation where
the user repeatedly specifies his query by narrowing down the domain and fol-
lowing specific application or aspect. In order to tackle this problem, we apply
Thompson sampling bandit [12], [4] to the document selection process.

An intuitive idea of multi-armed bandit is coming from an example of a
gambler (agent) playing a row of slot machines (arms of a bandit) with some
unknown prizes (rewards). At every iteration, agent faces a decision-making
problem which arm to play and receives some reward for it. The agent is aiming
to maximize the reward, but as he doesn’t know how rewards are generated, he
has not only to exploit the most promising arms, but also to explore deferent
actions. The challenge in multi-armed problems is to balance between exploration
and exploitation.

Thompson sampling is one of oldest heuristics to address the exploration
- exploitation trade-off. The idea of Thompson sampling is to randomly draw
each arm according to its probability of being optimal. Thompson sampling is
best understood in a Bayesian setting as follows. The set of past observations
O is made of triplets (ci, ai, ri), where ci is a contest, ai is an action and ri is
reward received. Observations are modeled using a parametric likelihood function
P (r | a, c, θ) depending on some parameters θ. Given some prior distribution
P (θ) on these parameters, the posterior distribution of these parameters is given
by the Bayes rule, P (θ | D) ∝

∏
P (ri | ai, ci, θ)P (θ). Ideally, we would like to

choose the action maximizing the expected reward, maxa E(r | a, c, θ?). If we
are just interested in maximizing the immediate reward (exploitation), then
we should choose the action that maximizes E(r | a, c). But in an exploration
- exploitation setting, the probability matching heuristic consists in randomly
selecting an action a according to its probability of being optimal. The Thompson
sampling algorithm is briefly summarized in Algorithm 1 [4].

In the standard multi-armed bandit, each action corresponds to the choice
of an arm. The reward of the i-th arm follows a Beta distribution with mean θ.
When applied to the document selection problem in our system, we assume that
each document is bandit arm with a Beta distribution. After giving a positive
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Algorithm 1 Thompson sampling

O = {}
for t = 1, . . . , end do

Receive context ct
Draw θt according to P (θ | O)
Select maxa E(r | a, ct, θt)
Observe reward rt
O = O ∪ (ct, rt, at)

end for

feedback to a given keyword, we assume that the user implicitly selected all
the documents containing it. If the documents (arms) are with a Beta(α, β)
distribution, we associate α with the success measure of the document and β with
its failure measure judging by the user manipulations with document features.
Then we increase the α parameter of all the documents containing a keyword
with a positive relevance feedback by 1, while all the remaining documents have
their β parameter increased by 1. After updating the parameters, we sample n
documents to present to the user. The procedure is summarized in Algorithm 2
[4].

Algorithm 2 Thompson sampling for the Bernoulli bandit

Require: α and β parameters for a Beta distribution
Si = 0, Fi = 0,∀i, {Success and failure counters}
for t = 1, . . . , end do

for j = 1, . . . , n do
Draw θj according to Beta(Sj + α, Fj + β)

end for
Draw arm j? = maxj θj and observe reward r
if r == 1, i.e. the document contains a keyword with a positive relevance feedback
then
Sj? = Sj? + 1

else
Fj? = Fj? + 1

end if
end for

7 Discussion

We presented the interface and algorithms used in our prototype search system
designed to help scientist to explore scientific articles within a given topic as well
as to help them to get familiarised with a new research area.

We have conducted initial pilot user study with 6 users. The study revealed
that the system has positive impact in exploratory visual search and in many
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tasks users find it more appropriate than traditional search engines that are
based on only document ranking and query typing. The pilot users appreciate
flexible and adapting nature and intuitive way of navigation in the complex
concept space. The respondents learnt how to use the system easily and claimed
that they discovered new new articles matching their interests in the topic area.
We are currently in the process of running a more extensive user study with
a target of assessing which aspects of the system help users to best navigate
in complex information spaces, both from the HCI and the Machine Learning
perspective.

The system is currently in the prototype phase and there are several remain-
ing research challenges. We are still looking for more elegant ways of combining
exploratory and retrieval models, we are investigating other ways of representing
the documents using models based on semantic representations of the documents
and based on citation graphs. Another possibility is to utilise the user profile as
well as user’s previous searchers in order to improve the initial search results.
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